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In studies involving medical devices, standardization of data
formats of medical devices is still an open problem. Although
some standards exist, manufacturers often implement their own
proprietary format or use competing standards. Furthermore,
especially during the development of a medical device the data
format may change. Therefore, flexible means to integrate dif-
ferent kinds of data sources and schemas are required.

To address the challenges in data management for clinical tri-
als, we developed an ontology-based data integration architec-
ture which is capable of creating executable ETL (Extract–
Transform–Load) processes based on a user-defined mapping
between ontologies. The system has been implemented and
evaluated in the field of clinical trials with medical devices.

1.1 Introduction

Clinical trials are a common means in medical research to investigate new
medications, medical devices, and other medical products. The data col-
lected during clinical trials is very valuable to the organizations carrying
out the trials to show the efficiency and harmlessness of their products or
to (dis)prove a thesis. While the study register of the U.S. National In-
stitute of Health contained approximately 23 500 clinical studies in 2006
[Bestehorn et al. (2006)], this number quadrupled (81 770) in November
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2009. Especially the pharmaceutical industry and manufacturers of med-
ical devices push the conduct of more and more studies. Therefore, rapid
and efficient, but also accurate study planning, conduction and analysis of
results are indispensable [Hanover and Julian (2004)]. The careful collec-
tion, handling and storage of data while obeying national and international
regulations is a major task in clinical study management [Prokscha and
Anisfeld (2006)].

Heterogeneous data sources are also a challenge in data management
for clinical studies: device manufacturers often implement their own pro-
prietary format, or several standards exist for the same kind of data [Fischer
et al. (2003)]. Furthermore, the data format may change during the devel-
opment of a medical device. Thus, flexible means to integrate data sources
and their schemas are required. Many data integration architectures used in
the medical domain facilitate an integrated schema and relational DBMSs
as they provide efficient methods to store, query and analyze data [Prokscha
and Anisfeld (2006)].

Despite the advantages of an integrated schema architecture, it also
poses several problems. Such an architecture requires an immense up-
front effort for design and implementation. Furthermore, the Extraction-
Transformation-Loading (ETL) processes, including the mappings between
the source schemas and the integrated schema, have to be created [Vas-
siliadis et al. (2001a)]. Hence, when a source schema has changed or new
sources have to be added, mappings, ETL processes, and possibly the in-
tegrated schema have to be adapted as well. Especially in the medical
domain, the definition of an integrated common schema is a major issue as
there exists a plethora of synonyms, homonyms, and related terms [Gardner
(2005)]. Today, a common means to deal with these lingual and domain-
specific issues is the use of ontologies. In the medical field taxonomies and
ontologies have already been used intensively and constitute an approved
method to organize and structure knowledge [Hahn and Schulz (2004)].
However, purely knowledge-based systems lack the mature functionalities
for storage, management, integration and analysis of huge amounts of data.

To overcome the described problems, we developed an ontology-based
data integration system which is capable of creating executable ETL pro-
cesses based on a mapping between a core ontology which contains a do-
mains’ vocabulary and separate source ontologies.

In this chapter, we describe the design and implementation of our sys-
tem OnTrIS (Ontology-based Trial Information System), which supports
the entire data integration process: the sources and the integrated schema
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are described by source ontologies and core ontology, respectively, and the
integrated schema is created from a user-defined subset of the core ontology.
Furthermore, mappings can be defined between core and source ontologies
to enable the assembling of the integration process by ready-to-use data
integration modules. Thus, we provide an end-to-end, ontology-based data
integration solution which has not been shown in other approaches [Wache
et al. (2001); Bellatreche et al. (2004); Skoutas and Simitsis (2006); Berga-
maschi et al. (2009)]. The system has been evaluated in the field of clinical
trials with medical devices trial conducted in the MyHeart subproject Heart
Failure Management (HFM) [Philips Research Europe (2008)]. MyHeart
aims at developing intelligent systems for the prevention and monitoring of
cardiovascular diseases.

The remainder of the chapter is structured as follows: in the next section
we briefly show the overall architecture of OnTrIS. Section 1.3 presents the
core ontology of our approach and Section 1.4 explains the data integration
approach. Section 1.5 details how we implemented the data integration
processes. In Section 1.6, we present the evaluation results, which show
the feasibility and usability of our approach. Section 1.7 discusses related
work, before we conclude in the last section and point out future work.

1.2 System Architecture and Overview

Multidisciplinary teams in clinical trials include domain experts, such as
medical professionals, physicians, chemists, or electrical engineers which
are entrusted with the development of a medical product and responsible
for the conduct of the trial. As these domain experts are usually not familiar
with data management, we provide a comprehensible and fast approach to
construct and deploy trial databases and corresponding data integration
modules to import trial data from different sources. In this section, we will
first describe the main constituents of OnTrIS and the basic steps to deploy
a data management architecture for a clinical trial.

The architecture (see also Figure 1.1) contains first of all an extend-
able core ontology describing concepts and attributes of clinical trials called
Clinical Trial Data Management Ontology (CTDMO). It is the basis for the
clinical data management environment which will be created by OnTrIS.
It is used to create new relational database schemas and data integration
modules based on mappings between data source ontologies and concepts
selected from the core ontology. To include trial specific concepts the user
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Fig. 1.1: The Workflow in the OnTrIS Architecture

can extend the CTDMO using an ontology modeling tool (cf. Section 1.3).
The client application enables the user to select concepts from the CTDMO
which she wants to use in her database, to create a relational database
schema on a dedicated database server, and to create mappings and cor-
responding data integration modules to import data from different data
sources. Furthermore, the user can create and manage ETL packages.

A web service fulfils all complex tasks, such as the processing of the
ontologies, the creation of the database schemas (directly on the DBMS or
as SQL scripts), of the meta representation for the created databases and
for the data sources, and of the integration modules. A web service has
been used to make the system more modular and secure.

Finally, a data integration tool is responsible for executing the data
integration modules. It accesses the data sources and extracts the data
according to the specifications in the data integration modules.

We point out, that the OnTrIS architecture is not restricted to the
CTDMO or the field of clinical trials. Any other domain ontology obeying
the modeling principles described in Section 1.3 can be used as a basis for
the architecture as well.
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1.3 The CTDM Ontology

Ontologies have been identified as an approved method to model a domain
of discourse on a highly abstracted and semantic level [Gruber (1993)]. On-
tologies have been proven suitable for database design, automatic database
generation and data integration [Calvanese et al. (2002); Wache et al.
(2001); Zamboulis et al. (2008)]. The applicability in data sharing envi-
ronments has already been pointed out in [Gruber (1993)] as an ontology is
a “a logical description of shared data, allowing application programs and
databases to interoperate without having to share data structures.” There-
fore, the basis for the OnTrIS data integration is a semantic description of
clinical trials in form of an ontology, the Clinical Trial Data Management
Ontology (CTDMO, the core ontology).

Several alternative methodologies exist, which can be used to develop
ontologies, such as the Enterprise Model Approach, METHONTOLOGY
or TOVE (see [Pinto and Martins (2004)] for a comprehensive survey of
methods). Many of these methodologies have common steps, such as the
definition of the purpose, the conceptualization, and the implementation (or
formalization). The work of Noy and McGuinness [Noy and McGuinness
(2001)] is a well known approach to manual ontology development and has
been used in this work. The steps proposed by Noy and McGuinnness have
been supplemented in our work by steps for ontology evaluation [Gomez-
Perez (2004)]. As we focus on the data integration and creation of ETL
processes in this chapter, we refer the interested reader to [Geisler et al.
(2007)] for more details on the development. The core principles of the
CTDMO are described in the following.

Eight core concepts have been identified to structure the CTDMO. The
core concepts are shown as dark ellipses in Figure 1.2 and are described
below. The example concepts in the figure have been adapted from the
extended Heart Failure Management (HFM) trial ontology, which has been
created during the evaluation of the system. There are two types of relation-
ships: isA-relationships and object properties. isA-relationships represent
an inheritance relationship and are illustrated with a thin line. If three
dots follow the isA keyword, the inheritance relationship is deeper than
it is shown, i.e., concepts between the two concepts in the hierarchy are
hidden. Object properties are drawn as thick lines in the figure.

The root concepts comprise the following:
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Fig. 1.2: Example Concepts of the CTDMO

Activity subsumes all concepts which express some action executed dur-
ing a clinical trial. An example is the concept HFM ECG Measurement.

Product is supposed to contain all things which are used to conduct an
activity, e.g., Composite Card Device. Medical devices are medical prod-
ucts which are used and tested in a study.

Role describes all persons and roles involved in a clinical study, e.g., a
Patient.

Information Content contains all concepts which may represent data,
e.g., HFM Card Monitoring, representing a cardiovascular measurement.

Location organizes spatial extents related to the study. The concept
Study Site is an example for a location.

Event is an occurrence which is happening during a study and usually
having a start date. An example subconcept is a Visit, which subsumes all
information of one visit session.

Disease is a parent concept for all disease concepts. PrimaryDisease is
a subconcept example.

State is used to subsume concepts that describe a certain state of an
object, e.g., Severity of an adverse effect.
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In the ontology development process we identified requirements for the
ontology, where the most important among them demand the ontology

(1) to be extendable, enabling the addition of concepts and properties de-
scribing data of new trials;

(2) to have a concise and user-friendly structure to enable fast orientation;
(3) to have a modular design (concepts can be reused to describe other

concepts), and
(4) to have a high quality regarding the consistency, documentation and

comprehensibility.

To fulfil the aforementioned requirements, we defined modeling princi-
ples. Remember that the CTDMO is a core ontology which will be extended
by users for each trial to include new concepts and properties. The exten-
sions are stored in the core ontology itself as they are expected to be reused
in other trials which leads to a growth of the ontology. First we introduce
the notion of hot spots. Hot spots are concepts that have to be refined in
the core ontology by the users as they are too general to use.

An example for a hot spot is the concept Subject, which represents the
persons participating in a study. Obviously, the data to be collected for a
person varies in each study; therefore, refinement of this concept is neces-
sary. The idea of hot spots accounts for the requirement of extensibility.

Furthermore, object properties have been used to model relationships
between concepts and their individuals. To enable the mapping to rela-
tional schemas, constraints for object properties in the core ontology have
been restricted to be 1:1 (defined as functional and inverse functional), 1:N
(defined as functional) and N:M relationships (defined with no restrictions).

For modularity of the ontology and reusability of ontology elements,
some terms have been represented as object properties and explicit con-
cepts, which could also have been modeled as datatype properties and sim-
ple domains. Especially concepts that represent data units, such as Blood
Pressure or Weight, can be of use for multiple concepts such as Patient or
multiple measurement concepts. Therefore, these data units are not mod-
eled as datatype properties of the specific concepts but as concepts on their
own using inverse functional object properties to reference them.

Starting from scratch building a new ontology is admittedly a com-
parable or even higher upfront effort compared to other data integration
systems. But if a suitable core ontology can be reused, only some adap-
tations, such as the correct modeling of object properties and the actual
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extensions for the required purpose have to be done. Once the core ontology
has been agreed upon it can be reused and refined and is therefore suitable
for long-term application, which is beneficial for recurring problems such
as fast setup of clinical trial data management environments.

1.4 Ontology-based Data Integration of Study Relevant In-
formation

An important feature of OnTrIS is, that the mappings between the sources
and the integrated system are defined between ontologies on a semantic
level. The mappings defined between ontologies are then translated into ex-
ecutable ETL processes which are able to extract the data from the sources
and to load them into an integrated database. Figure 1.3 gives an overview
of our ontology-based integration approach.
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Fig. 1.3: Overview of the Ontology-based Integration Approach

To be able to define mappings between ontologies, these ontologies must
be available. The trial ontology is created by the user by (i) extending the
CTDMO with trial specific concepts and (ii) selecting relevant concepts
which are included in the integrated database schema, i.e., the trial on-
tology represents the integrated schema to be created. The selection is
important as not all concepts of the extended ontology are required in the
schema. As we follow a multiple ontology approach for data integration
[Wache et al. (2001)], ontologies for each data source, including mappings
to the trial ontology, also have to be defined. We use a semi-automatic ap-
proach (according to [Bellatreche et al. (2004)]) in which the system assists
the user in creating the data source ontologies by translating the source
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schema into an ontology automatically. Furthermore, the definition of the
mappings is supported by an easy-to-use graphical user interface (see Fig-
ure 1.4).

Fig. 1.4: The Mapping Editor

In addition, we follow an in-advance (or materialized) integration ap-
proach, where the data is stored in an integrated database in advance to
queries to this database. The in-advance integration facilitates fast query
execution, especially with respect to data analysis and reporting. It also al-
lows for auditing and metadata management, which are important features
for clinical trial data management and which we implemented to adhere
to legal regulations. Another important step in our approach is the trans-
lation between the schemas (of the sources and the integrated schema)
and the corresponding ontologies. In OnTrIS, we support various types
of data sources, including relational databases, flat files, and Excel sheets,
which are common formats used in clinical trials. We assume, however,
that the schemas of these sources can be represented in a relational way.
The translation between ontologies and relational schemas has to be done
in both directions, as indicated in Figure 1.3: the relational schemas of
data sources are translated into source ontologies, and the trial ontology
is translated into a relational schema for the integrated database. We will
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discuss the details of this translation in Section 1.4.1. Having defined the
translation between ontologies and relational schemas, we are then able to
specify how the ontology mappings should be translated into an executable
query for the ETL process. The details of this query generation process
will be discussed in Section Section 1.4.2.

1.4.1 Translation between Ontologies and Relational

Schemas

The translation between ontologies and relational schemas is a well-
studied process which is similar to the classical transformation of Entity-
Relationship diagrams to relational schemas. The main difference of
OnTrIS to other approaches for the translation between ontologies and
relational schemas [Vysniauskas and Nemuraite (2006); Li et al. (2006);
Cullot et al. (2007)] is that we allow to select a subset of concepts of the
ontology which should be represented as data elements in the database. All
other concepts are ignored. This results in a more efficient database design,
avoiding too many or empty relations and attributes.

For the translation of the trial ontology into the database schema, we
first translate the concepts into corresponding relations. If a selected con-
cept is related to another non-selected concept by an object property, then
for the latter concept a relation is also created to preserve semantic con-
sistency. In subclass hierarchies, each selected concept is translated into a
separate relation. Otherwise, inherited properties are added directly to the
relation of the selected sub-concept.

We assume that domains and ranges are defined for all properties.
Datatype properties are translated to attributes of the corresponding re-
lation with appropriate data types. For object properties, we check the
cardinalities: for a 1:1-relationship (functional and inverse functional prop-
erty), we will add the attributes of the relation of the property range to
the relation of the property domain, the relation for property range will
be deleted; a 1:N-relationship will be translated into a foreign key con-
straint; an n:m-relationship will be represented by a separate relation with
two foreign keys referencing the relations for the domain and range of the
property.

If the ontology contains individuals, then they are translated into
records of the corresponding relations.

The reverse translation of relational source schemas into ontologies is
almost exactly inverse. However, object properties which are functional and
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inverse functional (1:1-relationships) will not be created as it is not possible
to detect where concepts have been merged due to 1:1-relationships.

All transformations are logged in a metadatabase to identify the
columns, tables and relationships to which concepts and properties have
been translated to or stem from later. This information is used for the
query generation as we will describe in the next section.

1.4.2 Mapping Creation and Query Generation

For the description of the mappings we use the following constituents of
the OWL Lite language: the ontology is composed of a set of domain
concepts C. The concepts are arranged in a concept hierarchy reflecting
specialization relationships. Each concept defines a set of properties P
(possibly the empty set). The set of properties consists of a set of object
properties O and a set of datatype properties D, such that P = D ∪ O.
Each object property has a range concept Cr and a domain concept Cd.
We assume Cr 6= Thing and Cd 6= Thing, i.e., range and domain of a
property must be defined. In the following, we denote concepts, properties
and relations and attributes of a data source with the subscript S and
concepts and properties of the integrated database (the target) with the
subscript T , respectively. A relation R in the data source or data target is
defined by a set of attributes a1, . . . , an, written R = (a1, . . . , an).

A property in an ontology modeled according to the rules described in
Section 1.3 can be one of the following kinds:

• a datatype property d
• an inverse functional and functional object property oif , representing

a 1:1-relationship
• a functional object property of , representing a 1:N-relationship
• an object property without restrictions ow, representing a n:m-

relationship

The query on the data source has to be assembled depending on the
mapped properties of the data source ontology and the relations and at-
tributes they represent. Hence, there are 16 possibilities to map properties
between source and target (see Table 1.1). This also implies, that if proper-
ties representing columns of different data source tables are mapped to the
same target table, joins between the data source tables have to be included
in the query. Depending on the combination of mapped properties, there
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are different problems to overcome which we will address in the follow-
ing subsections. We assume that a relational language is used for queries.
OnTrIS implemented the query construction for SQL queries, but this does
not influence the generality of our approach as it can also be adapted to
other languages such as XQuery for XML documents.

1.4.2.1 Mapping of Datatype Properties

Datatype properties are always transformed to simple relational attributes.
If a datatype property dS of the source ontology is mapped to a property
pT of the trial ontology, the attribute ad corresponding to dS has to be
included into the assembled query by adding it with the respective relation
RS = (a1, . . . , ad, . . . , an) to the projection clause (the SELECT-FROM
part in SQL). Formalized in relational algebra:

πdS
(RS) (1.1)

If a datatype property dT is the target of a mapping, no further action
has to be taken. The extracted data from the attribute ap represented by a
property pS will be imported into the attribute represented by dT (if their
domains are compatible).

1.4.2.2 Mapping of Object Properties Representing
1:1-Relationships

The handling of 1:1-relationships differs for properties of the trial ontology
and for properties of the source ontology. When an inverse functional object
property oif T of the concepts of the trial ontology is translated using the
procedure described in Section 1.4.1, the properties of its range Cr will
be added as attributes to the relation representing the domain Cd and
no relation will be created for the Cr. Therefore, a mapping involving a
property oif T requires additional input by the user.

The example in Figure 1.5 details the problem. The concept
BloodPressure contains two datatype properties systolicPressure and
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Source (S) Target (T) pdetailS plookupS pdetailT plookupT

d d
d oif 8

d of 8 8

d ow 8 8

oif d
oif oif 8 8 8

oif of 8 8 8 8

oif ow 8 8 8 8

of d 8 8

of oif 8 8 8

of of 8 8 8 8

of ow 8 8 8 8

ow d 8 8

ow oif 8 8 8

ow of 8 8 8 8

ow ow 8 8 8 8

Table 1.1: The Mapping Matrix

diastolicPressure. The concept CardioMeasurement defines an inverse func-
tional object property cardioMeasurementBP with BloodPressure as range
concept. During the translation, a relation CardioMeasurement is created
which contains two columns systolicPressure and diastolicPressure. No re-
lation BloodPressure is created. If the property oif T is now mapped, e.g.,
by a source datatype property dS , it is not clear, if the data has to be im-
ported into the systolicPressure attribute or the diastolicPressure attribute.
Therefore, the user additionally has to select a data target detail property
ddetailT to clarify the situation. The mapping between the source property
pS and ddetailT is then included in the mappings.

If a source property oif S is mapped to any other property, it can be
treated like an object property of representing a 1:N-relationship, because
1:1-relationships in the relational schema of the data source are considered
as restricted 1:N-relationships. A summary of all mapping combinations
and the required mapping components are listed in Table 1.1.
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1.4.2.3 Mapping of Object Properties Representing
1:N-relationships

We represent 1:N-relationships as functional object properties of defined
for the concept representing the side with cardinality N (or child side) of
the relationship. A mapped property of T representing a 1:N-relationship
requires more than one attribute and relation to be added to the assembled
relational query. First of all, the relations representing the domain concept
Cd and the range concept Cr have to be added to the query. Then the
attribute representing the foreign key and the primary key attribute of
the referenced relation are added to the projection clause. Finally, a left
outer join between the two relations is added. In relational algebra this is
expressed as:

πafk,apk
(Rd1Rr) (1.2)

In case of nesting, i.e., if foreign key relationships have more than one
level, this is also reflected in the assembled query. For example, a two level
foreign key relationship would be expressed in relational algebra as follows:

πafk,apk,afk1,afk2((Rd1Rr)1Rr2) (1.3)

Additionally, the user has to select a data source detail property pdetailS

for the mapping (which is also added to the projection clause of the state-
ment), because the keys used in the data source relation referenced by the
1:N-relationship are not the same keys used in the target relation. There-
fore, the relationships between record sets of the two relations have to be
resolved in the data source and again established in the data target (if the
target property is also a 1:N or N:M-relationship). This situation is exem-
plified in Figure 1.6 (a). The illustrated relationships are represented by the
functional object properties in the respective ontologies. The detail prop-
erty on the data source side, e.g., Disease in the relation Disease S , is used
to identify the correct record in the referenced target relation (Disease T
in the example) and to lookup the key of the desired record (note: ddetailS

does not necessarily have to be the primary key of the source relation).
This key is then used as value for the foreign key attribute of the target
relation RT (Primary Disease ID in the relation Patient T in the example)
representing the domain concept of the respective object property.

In Figure 1.6 (b) the respective mappings are shown. On the left side
the input attributes of the data source and on the right side the attributes of
the lookup relation Disease T are shown. The mapping is defined between
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Fig. 1.7: Mapping of Object Properties Representing 1:N-Relationships.

Disease and diseaseName, where the former is an attribute of the relation
Disease S .

On the target side this implies that an additional step has to be done to
lookup the respective key in the referenced relation. The lookup joins the
two target relations on a specified attribute (the lookup attribute plookup)
and produces an output attribute, which contains the keys of the rows
looked up in the referenced relation. The respective mappings including
the described 1:N-relationship mapped to a 1:N-relationship are illustrated
in Figure 1.7.

If a datatype property dS is mapped to a target object property of T

representing a 1:N-relationship, it is assumed, that dS already represents
the detail property field for the data source used for the join to get the
respective key from the target relation RT . On the other hand, if an object
property of S representing a 1:N-relationship is mapped to a property dT ,
the data from the attribute representing the data source detail property is
written to the respective target field.
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1.4.2.4 Mapping of object properties representing
n:m-relationships

n:m-relationships are represented in relational schemas as intermediate re-
lations which have foreign keys referencing each related relation. The set
of foreign keys constitutes the primary key of the intermediate relation.
Hence, N:M-relationships can be handled similar to 1:N-relationships. In
this work N:M-relationships are modeled as unrestricted object properties
ow. Because an intermediate relation has more than one foreign key, the
respective data source object property has to be mapped twice to one or
more target properties. The user has to take care of the completeness of
the mappings. Again, the user has to select a property ddetailS to specify
the right property to be mapped.

If a property owT defining an N:M-relationship is mapped, the property
has to be mapped twice and the user must also take care of the completeness
of the mappings. Furthermore, a detail property has to be defined for each
mapping where such a target object property is mapped. If an unrestricted
data source object property is mapped to an unrestricted target object
property, this mapping has to be done twice with different detail properties
on both sides.

1.4.2.5 Inheritance Relationships

The case of inheritance relationships in the trial ontology does not have
to be taken into account in OnTrIS, because the properties can only be
mapped where they occur, i.e., if a property is defined for a concept A,
which is specialized by a concept B, the property can only be mapped at
concept A. This applies also to the translation rules used: if concept A and
concept B are selected by the user, relation B only contains attributes for
the properties which have been defined only for concept B; if only concept B
has been selected, additionally all properties inherited from parent concepts
are translated to attributes of relation B. The same is true for the data
source ontologies.

1.5 Assembly of ETL Processes Based on Ontology Map-
pings

Our approach for ontology-based data integration is a holistic approach
which also includes the definition of ETL processes. ETL processes are
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crucial components of data warehouses and other integration architectures
to integrate data from several sources into one global schema. With the
information defined in the previous steps, the definition of ETL processes
can be done almost automatically. Only administrative information, e.g.,
database connections or location of files, has to be specified by the user.

In general, an ETL process can roughly be divided into two main parts:
the data flow and the control flow. The data flow describes the actual
flow of data from the sources to the integrated schema, the data target. A
wrapper extracts the required data from each source and “pumps” the data
into the data flow.

The data flow can be viewed as a part of the control flow. In the control
flow, organizational operations, such as copying of files or the execution
of additional software, can be modeled. We used Microsoft SQL Server
Integration Services (MS SSIS) to implement the ETL processes. There are
also other commercial tools (see [Friedman et al. (2008)] for an overview),
open source solutions (e.g., Pentaho [Pentaho Corporation (2009)]) and
research prototypes (e.g., ARKTOS [Vassiliadis et al. (2005, 2001b)]), but
the MS SSIS suited our needs best. They can access various types of data
sources and targets, mappings and transformations can be defined easily,
and there is not as much administrative overhead as with other integration
solutions.

In MS SSIS, data and control flows are organized in integration modules
(or packages). A module contains several components, each representing a
specific “part” of the integration process, such as a data source compo-
nent or an extraction component. For each data source a separate data
integration module is created.

The integration modules in OnTrIS are able to access various source
types, such as databases, Excel spreadsheets, and flat files. We provide a
wizard to assist the user in creating integration modules.

Firstly, a wrapper for the target database has to be chosen and connec-
tion details have to be specified. Secondly, the order has to be determined,
in which the data is extracted from the sources by data flow components
and loaded into the integrated trial database. The order is important since
some relations have to be filled before others, e.g., for lookup of key values
or in case of foreign key constraints. Before the data flow components are
created, all mapped relations of the target schema are retrieved from the
user-defined mappings. Then, the tables are sorted according to their refer-
ence order. For example, if a relation Patient references a relation Disease
by a foreign key constraint, the relation Disease has to be filled first.
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The actual data extraction, transformation and loading is executed in
the data flow components. For each relation of the target schema, a separate
data flow component is assembled in which all mapped source attributes
have to be retrieved from the sources using relational queries as described in
Section 1.4. Based on the user defined mappings, foreign key relationships
in the target schema are identified and a corresponding lookup component
is created which matches a required key in the respective relation to resolve
the relationship. Furthermore, it is checked whether a record is already
existing in the database, also using a lookup component. Finally, the target
component is created, which delivers the data to the target database.

1.6 Case Study and Evaluation

The architecture and its functional components have been evaluated with
respect to several criteria in the course of a clinical pilot trial conducted by
the Philips Research Europe Laboratories in Aachen.

In addition, the evaluation of the CTDMO with respect to the require-
ments and quality criteria we described in Section 1.3, we also evaluated the
schema, mapping and integration module creation functionality according
to usability and feasibility.

1.6.1 The Heart Failure Management (HFM) Pilot Trial

MyHeart is an FP6 Integrated Project, aiming to develop intelligent sys-
tems for the prevention and monitoring of cardiovascular diseases (CVD).
The idea of the project is to develop smart devices for monitoring the health
status of patients. Early diagnosis and guidance to a preventive lifestyle
through electronic devices help to reduce the risk of CVD [Philips Research
Europe (2008)].

The goal of the subproject Heart Failure Management (HFM) is to ex-
amine, how a decompensation of heart failure patients, i.e., a severe degra-
dation of the state of health, can be predicted by collecting different vital
signs using sensors and manual methods. Within the HFM project, a pi-
lot study is conducted, which examines the quality and usability of special
sensors to measure ECG, heart rate and other vital signs of an observed
person. The pilot trial is conducted by the Philips research labs and the
University Hospital in Aachen.

In addition to the sensor data, the physicians on site capture information
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gathered during measurements and findings in spreadsheets. There are
different cycles of measurements during the trial. Some measurements are
executed twice a day, some are running during night and some only take
place at admission and discharge of the patients. The data is sent to the
research labs once a day where statisticians analyze the data to get insights
and to check the applicability. The data and files acquired during this trial
have been used to evaluate the OnTrIS architecture. The first step has
been the extension of the CTDMO with concepts required to fully describe
the study.

1.6.2 Evaluation of the CTDMO

As described in Section 1.3, the CTDMO has already some concepts, which
structure the ontology on a high abstraction level and that should help the
user to easily add new concepts to the ontology.

The domain experts have been asked to extend the CTDMO with con-
cepts and properties of the HFM study, in particular, representing the data
which has been gathered by the physicians and scientists on-site.

A questionnaire has been elaborated, which is based on the suggestions
for the evaluation of ontologies by Gomez-Perez [Gomez-Perez (2004)]. The
questionnaire consists of five parts concerning the consistency, complete-
ness, conciseness, extensibility and usability, and the documentation of the
ontology.

Important outcomes according to usability were, that it is important
for the users to get a personal introduction to ontologies, the editor, and
the CTDMO structures. Due to the level of abstraction and the specific
principles the CTDMO is based on, the inexperienced users had difficulties
to extend the ontology only with the help of a written guideline.

After the instruction sessions the experts were able to model on their
own, but still had some questions. They were, for example, unsure whether
they had chosen the right way to model specific concepts and relationships.
Their understanding of how to extend the ontology also improved a lot
after they had seen the generated database schema. This indicates, that
the modelling principles and goals are too strongly connected to the aim to
convert the ontology into a relational schema.
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1.6.3 Evaluation of the Mapping Definition and Integration

Module Creation

The data integration part of this work has been evaluated according to two
aspects. Firstly, the usability of this part of the application has been as-
sessed. Furthermore, the feasibility of the data integration part is evaluated
by discussing the challenges and issues while creating a data integration
package for an example data source of the HFM pilot trial.

1.6.3.1 Evaluation of Usability

To assess the usability of the ontology-based data integration part of the
application a questionnaire based on the ISO norm 9241 part 110 (cf. [In-
ternational Organization for Standardization (1998)]) has been used. It
turned out, that the users could easily generate a data source ontology and
also had no problems with the creation of the mappings. The course of
required steps were clear to them after a very short introduction. However,
the learnability of the tool could still be improved as it required much time
to understand the software. Nevertheless, we were satisfied with the results
as the software tool is still a prototype, and it addresses a complex task
which is hard to understand for non-database experts.

1.6.3.2 Evaluation of Feasibility

The data integration mechanism has been tested for the import of a complex
Excel file, which is used in the HFM pilot trial to gather information about
patients, findings,and the measurements conducted. The Excel file consists
of 17 sheets, which are loosely related (relations are defined like in relational
databases by keys, but without constraints, which are not supported by
Excel). Therefore, this file format was a good example to test the mapping
of simple datatype properties as well as mappings of object properties. To
integrate the data from the example Excel source files in the database, 49
mappings have been defined. All possible cases (see Figure 1.1) have been
tested, and all tests were successful. A typical issue, which occurred during
mapping of the Excel data source ontology and the selected concepts, was
the question on which level to map the properties. For example, if a concept
Subject and its child concept Patient HFM have been selected, and the user
tries to map inherited properties on the Patient HFM concept level, this
will result in an error, because the corresponding table Patient HFM does
not contain the mapped property, but its parent table Subject does. This
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can be prevented in the mapping editor by hiding these inherited properties.
The algorithm to create the integration modules also ensures, that all

values are inserted, as far as possible. If there is invalid data in an extracted
data source row and the integration module cannot convert it implicitly, the
row is ignored and redirected to an error log file. If one row is invalid, all
other rows can be processed without stopping the ETL process. However,
if records of other tables need to reference this record with a foreign key,
the required record cannot be found and, thus, a NULL will be inserted
instead of a correct ID. It has to be considered in daily use, if it is better
to abort the ETL process, when an invalid row occurs, or to log the rows
and go on with processing.

1.7 Related Work

Intensive efforts are made by commercial providers creating sophisticated
ETL tools [Friedman et al. (2008)], which are also applied in the medical
and pharmaceutical community [Gardner (2005)]. Nevertheless, ETL pro-
cess creation based on metadata and holistic data integration approaches
are still interesting topics in research. Especially, closing the gap between
conceptual and logical ETL representations is still an active research area
[Rizzi et al. (2006)].

Data Integration Based on Ontologies Ontology-based data integra-
tion approaches can be classified according to the number of ontologies
used in the approach (single, multiple, and hybrid) and according to the
degree of automation of the mapping definition (manual, semi-automatic,
and automatic) [Bellatreche et al. (2004); Wache et al. (2001)].

Examples for single ontology approaches are SIMS [Arens et al. (1996)]
and COIN [Madnick and Zhu (2005)], which both use a virtual mediator ar-
chitecture. Other approaches, such as the OBSERVER system [Mena et al.
(2000)], use multiple existing domain ontologies to describe the data repos-
itories. The virtual integration architecture rewrites user queries based on
relationships defined between the ontologies. Bellatreche et al. propose
an automatic hybrid ontology architecture in which the ontologies for each
data source are stored in an ontology-based database [Bellatreche et al.
(2004)]. Furthermore, a global ontology is defined, which is referenced and
can be extended by the local ontologies. The integration is made in two
steps: first the ontologies are automatically integrated and subsequently
the data.
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Another hybrid but semi-automatic approach is MOMIS (Mediator En-
vironment for Multiple Information Sources) [Beneventano et al. (2003)].
The system implements a Global-As-View approach. First, the source
schemas are created by wrappers and annotated with terms from Word-
Net. A common thesaurus is generated containing intra- and interschema
relationships derived from the annotated source schemas. Based on the
thesaurus and the source schemas, the global schema and mappings to the
sources are automatically created.

Cruz and Xiao present a hybrid, virtual data integration approach [Cruz
and Xiao (2009)], where users can issue queries to the global ontology and
these are rewritten and send to ontologies describing the local schemas.

Creating ETL Processes Using Ontologies An early approach
[Critchlow et al. (1998)] for creating ETL processes uses a single ontology to
define the metadata for mediators on a high abstraction level. Concepts of
the data sources and target database are mapped with each other by defin-
ing mappings inside the ontology. Another approach [Skoutas and Simitsis
(2006)] automates the construction of ETL processes using a hybrid ontol-
ogy principle. A common vocabulary is used to describe the data sources
and the target database. Each data source is annotated with the vocab-
ulary and notes for integration. This annotation constitutes the mapping
for the data sources to the target database. An application ontology is cre-
ated for each source according to the annotations. Based on this ontology,
ETL processes can be automatically assembled using specifically defined
transformation rules.

A current approach [Bergamaschi et al. (2009)] combines the data in-
tegration approach MOMIS described above with the clustering approach
RELEVANT to create the mappings between the global schema and the
data sources. They also provide a transformation function which enables
the “semantic reconciliation of attribute values”, i.e., values of source at-
tributes mapped to an attribute in the global schema are merged to clusters
including values with similar meaning. The cluster names are then used as
values for the global schema attribute.

Discussion In contrast to the described systems, in this work an end-to-
end architecture is offered to the user. The user can define the integrated
schema as well as the mappings to the integrated schema in one system using
an ontology-based approach. In addition, she can define a complete ETL
process, which includes the mediator as well as the wrappers (the physical
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access to the data source). She can also define logistic tasks, such as file
handling. Furthermore, the definition of the integrated schema by selecting
concepts from the CTDMO, maintains the ontology as it is, hence, making
it reusable for other applications. No metadata describing the target or
the sources have to be added to the ontology which retains the ontology
characteristic of describing domain knowledge.

1.8 Conclusion

Data management in clinical trials poses many challenges: several legal
regulations and guidelines have to be obeyed while still providing an efficient
and easy-to-use data management system. Furthermore, the users of such
a system are often not data management and modeling experts, but they
still have to manage the data of clinical trials efficiently such that reports
and analyses based on the data can be done easily.

We have presented our ontology-based data integration system OnTrIS.
It supports the modeling, management, and integration of data for a specific
domain which we showed in a case study in clinical trials. The basis of
the system is a core ontology; in the case study, the Clinical Trial Data
Management Ontology (CTDMO), describing the field of clinical trials with
medical devices. The CTDMO has been developed according to well-known
guidelines for ontology development [Noy and McGuinness (2001)], and the
evaluation has shown that the developed ontology is suitable for the given
task. Modeling principles, such as modularity and structuring by the FDA
device classification, have been rated useful within the evaluation.

The creation of the integrated database and the definition of mappings
between sources and integrated schema is done on a conceptual level, using
an ontology which is derived from the CTDMO by the user. This adaptation
process requires additional effort by the user, but it is necessary for effective
data management as each clinical trial has specific requirements for the
data to be managed. In addition, by giving the user the ability to select
a subset of the ontology as the basis for the integrated schema, we avoid
unnecessarily complex database schemas and generate a schema which can
be easily understood and efficiently queried.

The mappings are translated into executable, relational queries which
are the basic building blocks of the ETL processes generated by OnTrIS.
The ETL processes are implemented as data integration modules in MS
SQL Server Integration Services.
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During the usability testing it turned out, that the steps to create an
integration module (define data sources, specify mappings etc.) are easily
understandable to the users. Still, some users had problems with under-
standing and learning the mapping and integration functionality, because
the full complexity of the integration process could not be completely hid-
den by our application.

The feasibility check using the HFM pilot trial, revealed strengths and
weaknesses of the approach. The automatic creation of the packages and
the easy execution is comfortable for the user. The handling of invalid rows
of the data source is an issue, because skipping invalid rows can lead to
inconsistencies in the data.

In a nutshell, we have shown that integration modules can be auto-
matically created based on ontology mappings. In future extensions of the
architecture further ETL tasks should be included, e.g., aggregation func-
tions, the mapping of multiple source properties to one target property, or
data type conversions. A generic metamodel [Kensche et al. (2007)] might
enable the use of a wider range of modeling languages as source and tar-
get (e.g., XML Schema or object-oriented modeling languages). Schema
matching [Rahm and Bernstein (2001); Quix et al. (2007)] can simplify the
mapping process by providing candidate matches.
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